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Executive	  Summary:	  
The inference engine is an algorithm for performing multi-sensor, Bayesian, 
geophysical inversions using analytic and numerical forward models and strong 
geological prior information. It produces posterior probability distributions over 3D 
geological structures that can be queried for critical geothermal variables such as 
rock type and temperature. In principle, it is also capable of inferring and 
representing fracture levels and other physical rock properties. 
 
We have formulated an approach that provides a probabilistic framework for 
quantifying the inherent uncertainty in the geothermal exploration problem. Bayes’ 
rule enables the algorithm to update our prior beliefs about the geology, based on the 
information from a multitude of sensors and sensor types. The output of the algorithm 
is a full probability distribution over possible geological models rather than a single 
solution. This distribution enables us to reason about the risk of taking a certain 
action or the value of financing a particular survey. 
 

Introduction:	  

The Measure “Data Fusion and Machine Learning for Geothermal Target Exploration 
and Measurement” has as a goal that geophysical characteristics of underground 
structures may be inferred from analysis of multiple types of data, measured directly 
or indirectly, together with expert knowledge and beliefs about the structures that can 
be incorporated into “prior” models. 
	  

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
1	  Copyright © 2014 National ICT Australia Limited (NICTA) (ABN: 62 102 206 173). With the exception 
of any material protected by a trademark, and where otherwise noted, this work is licensed under a 
Creative Commons Attribution-Non Commercial 3.0 Australia License.	  
	  



Inference Engine	  
	  

Data Fusion & Machine Learning for Geothermal Target Exploration & Characterisation Page 3 
	  

The inference engine is an algorithm for performing multi-sensor, Bayesian, 
geophysical inversions using analytic and numerical forward models and strong 
geological prior information. It produces posterior probability distributions over 3D 
geological structures that can be queried for critical geothermal variables such as 
rock type and temperature. In principle, it is also capable of inferring and 
representing fracture levels and other physical rock properties. 
 
The support for different forward models is very flexible.  There is essentially no 
constraint on the complexity of the forward models apart from computation time, 
and existing forward models can be ‘wrapped’ to interact with the engine.  It is 
also modular to the extent that the addition of a new sensor modality or forward 
model is possible without restructuring the code. To date we have integrated 
forward models for gravity, magnetism, temperature and magnetotellurics as well 
as three separate seismic reflection models marking various points along the 
speed/fidelity continuum.  Some of these models have been written by us, but 
others are existing software we have integrated.  
 
We have also constructed a very general system for integrating geological 
knowledge into the parameterisation of the model space.  As long as it is possible 
to define a prior over the parameters of the model, it can be incorporated into the 
engine. For example, we are currently using a parameterisation of the Cooper 
Basin that encodes known lithologies and is able to represent the type of eroded 
granite intrusions expected in that area. However, a totally different 
parameterisation could be used for another region, or a more general one for a 
large-scale exploration problem. 
 
Another key feature of the engine is the ability to encode probabilistic 
relationships between intrinsic rock properties such as density, resistivity and 
seismic velocity. These relationships enable the engine to infer (distributions over) 
a property or properties that may not have even been indirectly measured with a 
geophysical sensor. For instance, it is possible to obtain a posterior distribution 
over magnetic susceptibility using only gravity observations as input. The rock 
property relationships themselves are inferred separately to the inversion problem 
using core samples. We have performed this task for our current work on the 
Cooper Basin, including both core samples taken in the area and proxy samples 
from similar rock types located elsewhere. 
 
The main challenge with producing a posterior distribution over complex 
geological structures is the inference itself. In order to maintain flexibility in our 
prior and geological parameterisations, we have opted to use a Markov-chain 
Monte Carlo (MCMC) approach to approximate the intractable process of 
posterior evaluation.  In particular, we utilise parallel tempering to enable multiple 
chains to run independently on a large number of machines.  Forward model 
computations are done with a distributed likelihood pool, which makes 
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communication bandwidth between machines trivially small during the inversion 
process. 
It is likely that end users are only actually interested in a small number of the 
variables in the usually very large model space. Therefore, our engine is able to 
perform efficient marginalisation of nuisance parameters to display quantities of 
interest such as the probability of granite over space, or the probability of the 
temperature exceeding a certain threshold. 
 
The	  Bayesian	  Approach	  

Bayesian statistics are employed to fuse measurements from multiple sensor types 
together and move from a prior belief of possible geologies to a posterior belief that 
incorporates the information gained from a vast array of sensor modalities. The core 
equation that enables us to combine these disparate sensors to update our belief is 
known as Bayes’ rule: 

 
Here, “P(A)” can be interpreted as the probability of event A occurring. For example, 
what is the probability of it raining tomorrow? “P(A|B)” can be read as the probability 
of event A occurring given that we have observed event B occurring. For example, 
what is the probability of it raining tomorrow given the fact that it has rained 
yesterday and today?  
 
In this equation, the variable “m” represents a subterranean world model - i.e. the 
different layers of rock types and their properties (density, magnetic susceptibility, 
thermal conductivity, etc.). The variable “d” represents the sensor data. Accordingly, 
“P(m|d)” is the posterior probability distribution that we are ultimately interested in 
acquiring, i.e. the probability of each world model conditioned on the data from the 
various sensors. “P(m)” is the prior probability distribution over a wide range of world 
models. It reflects our beliefs of the likelihood of each world model before we observe 
any data. “P(d|m)” is the forward model for each sensor, e.g. “Given a specific 
subterranean geology, what is the probability of observing a certain gravity reading at 
a specific point?”.  Finally, the denominator term is essentially a normaliser that 
ensures that the probability of all the world models conditioned on the data sums to 
one (1), a necessary criterion for these distributions to be considered probabilities, 
i.e. within a total of 100% of all probabilities together. 
 
We define our subterranean world model as being characterised completely by a 
geology function, c(x), and a property function, q(x), where x is a location in space. 
The geology function accepts a location and returns a rock type at that location, e.g. 
granite, sandstone, clay etc. The property function returns the properties of a given 
rock type at that location. 
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Figure 1: An example of the geology function c(x). 
 
This definition allows us to expand Bayes’ rule into the following form: 

 
P(c) is the geology prior probability distribution. It assigns a likelihood to various 
geological configurations before we observe any data. P(q|c) is the rock property 
probability distribution. It is basically an N-dimensional distribution that relates the 
various properties (e.g. density, strength, resistivity) of each rock type, where N is the 
number of properties considered. 

 
Figure 2:  An example of drill hole samples measured and plotted for two rock properties, 
that could be used to learn the rock properties distribution P(q|c). 



Inference Engine	  
	  

Data Fusion & Machine Learning for Geothermal Target Exploration & Characterisation Page 6 
	  

Probabilistic	  Formulation	  for	  this	  Inference	  Engine	   	  

Data from K distinct sensors (such as magnetotellurics, gravity, magnetism, 
seismic, and drillholes) are considered, as components of this set: 

 .  
These observations in turn relate to J spatially distributed rock properties: 

  
(characterising properties including resistivity, density, susceptibility, elastic 
modulus and temperature). 

 
The relationship mapping from rock properties to observations is constrained by 
well-understood physical models, also called forward models. We denoted the 

model for sensor k as ; each model computes an ideal (noise free) form of 
the data corresponding to a particular world state, using principles such as 
Newton’s law of gravitation, or the eikonal wave equation.   
 

Our goal is then to reason about the distribution of rock properties given the set 
observations, corresponding to a geophysical inversion problem. Importantly, the 
inference engine does this probabilistically so as to consider different sources of 
uncertainty and provide support for decision-making in the process of geothermal 
energy exploration and characterization. 

The key contributions to the developed approach are  

(a) considering all the modalities jointly,  

(b) Inducing dependencies in our observations via heirarchical modeling, and  

(c) modeling the statistical dependencies between all the rock properties jointly.  

Our approach to probabilistic joint geophysical inversions therefore relies on the 
decomposition of the problem into the following parts:  

(i) a prior of the geology of the region under study;  

(ii) a joint prior over the rock properties; and  

(iii) likelihood models for the corresponding forward models given the rock 
properties. Figure 3 (right) below shows the graphical model of our 
approach, that will be discussed below. 
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Figure 3: Probabilistic graphical model representations of traditional survey 
techniques (left) and the fusion procedure implemented in our inference engine 
(right). The traditional approach contains no notion of geological units with 
different prior relationships between geophysical properties, so correlations 
between properties are constant spatially. Our structure function c allows for 
different property distributions for different units. Geological structure can 
therefore be explicitly encoded. Additional dependencies are modeled by 
considered a joint prior P (ρ) over rock properties. 

	  

Geological	  Prior	   	  

Given our current knowledge of existing geothermal sites, the geological prior has 
been defined in two parts. The first is a prior over the spatial structure of an 
underlying 3D volume, while the second is a combinatorial prior over the possible 
rock types assigned to the parts of that structure. In particular, we have 
considered a layer-cake model where the prior over the structure defines different 
layers, which are determined by control points . This structural prior is 
denoted .  
 
One possible instantiation of this world model is shown below in Figure 4, 
although we note that the inference engine can accept any parameterised spatial 
function to describe the interfaces. In this case, the prior is strongly structured 
based domain knowledge of the target region, in this case the model is based on 
the Cooper Basin region. Thus the parametric model encodes knowledge that the 
region’s geological stratigraphy consists of a basin-shaped partially 
metamorphosized basement overlain with multiple sedimentary layers. The basin 
is intruded by radiogenic granites rising from the Earth’s upper mantle. These 
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granites are of particular importance to the project because they provide a 
renewable heat source when insulated by the 3-5 kilometers of crust. 

 

 
Figure 4: Geometry of an example parameterised world model. The top layer interfaces are 
controlled by only 9 parameters each, while 64 parameters are dedicated to the granite 
intrusions. A drillhole and a 2D slice section are depicted within this volume. 

 
The representation of the world as parametric interfaces allows the model to 
define geological structure, with segments of a particular class representing 
distinct rock types such as granite intrusions, or strata in a sedimentary basin. In 
simple terms, these regions between interfaces can be considered as a set of L 
layers whose corresponding rock types are unknown. Hence, to complete our 
geological prior, we define a distribution over rock types given a particular layer, 

, for  . 
 
A recent development in the project has been the progression from a prototype 
2D geology representation to a 3D representation. The 3D representation offers 
more flexibility because, as well as allowing the use of full 3D physical models, it 
continues to support drills and 2D sensor models such as magnetotellurics 
through the efficient extraction of 1D and 2D cuts (depicted in Figure 4, above). 

 

Joint	  Prior	  Over	  Rock	  Properties 	  

For each layer we define a non-spatial joint prior over rock properties. For a given 
geology as determined by α and c this defines a joint prior over the corresponding 
spatial properties g. The prior is drawn from a library of rock types that are 
determined through lab tests on extracted samples, combined with prior domain 
knowledge about the underlying material processes. The characterisation of 
multiple rock properties jointly is critical to being able to fuse multiple sensor 
types. A full rock property distribution spanning properties such as density 
resistivity, susceptibility and seismic velocity is critical for both conducting joint 
inversions, and inferring unobserved properties such as fracturing. Despite its 
importance, the full joint distribution over properties has been largely unstudied in 
the literature beyond pairs of sensors. Consequently, new lab tests have been 
conducted as part of this project help characterise these distributions. This allows 
us to maintain a (non-spatial) low-dimensional distribution that, together with the 
geology, implicitly defines a distribution over the rock properties over the entire 
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space. The implementation allows new rock types to be modeled by extending 
the library of distributions from which layer properties are drawn. 

 

Sensor	  Likelihood	  Models  

As described above, each sensor modality Dk is constrained by its corresponding 
forward model fk (g). Therefore, it is sensible to assume that all sensor 
measurements Dk are conditionally independent given g. In other words: 

. 

Note that this is not actually a strong assumption even if our main goal is to carry 
out joint inversions, as dependencies between observations are induced via the 
hierarchical structure of the model and additional statistical dependencies are 
exploited via the joint prior P (g). 

The inference procedure uses forward models, likelihoods mapping from a given 
world state g into the likelihood of observations D. The ideal measurements from 
a particular model are straightforward to compute for any sensor (linear or non-
linear) provided the physical basis of the sensor is understood and can be 
simulated. The likelihood of D is more complicated, as it must consider how 
modeling and sensing errors impact on the distribution of the resulting 
measurement. For many sensors this can be approximated with a Gaussian 
distribution - this has been assumed for the models currently available. 

The inference engine allows sensor likelihood models to be freely added or 
removed from a simulation. The library of implemented forward models currently 
includes gravity (simulating Newton’s law), magnetism (simulating magnetic 
dipoles induced by the earths magnetic field), 2D seismic (computed using either 
fast marching wavefronts, by calling the Madagascar full waveform simulation or 
using a graph method implemented in NICTA), a 3D thermal diffusion model 
(computed by solving the diffusion partial differential equation (PDE) with code 
developed in NICTA in consultation with domain experts), and 2D magnetotelluric 
models for the skin depth frequency response of the underlying geology based on 
calls to the Wannamaker codebase. 

 
Joint	  Likelihood	  

Putting together the hierarchical prior model and the appropriate sensor likelihood 
models, the joint distribution is fully defined by: 

 
where the specific distributions we have adopted in our experiments are given by 
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Next we determine the posterior distribution over geological structures and 
properties given measurements from each of the K different modalities jointly. 
The difficulty of computing this posterior depends upon the complexity of the 
forward models considered. The modalities considered in our experiments range 
from very simple linear forward models for sensor such as gravity to quite 
elaborate non-linear forward models such as those involved in seismic data. 

A graphical representation of the dependency structure described above is 
illustrated above in Figure 3 (right).  This formulation differs from the “traditional” 
geophysical inversion approach, illustrated in Figure 3 (left), see references [7] 
and [8] below.  This model contains no notion of geological units with different 
prior relationships between geophysical properties. As such, correlations between 
properties are constant spatially. Our structure function c allows for different 
property distributions for different units. Geological information such as formation 
age and composition can therefore be explicitly encoded. 

Inference	  Computation	  
Nonlinear geophysical inversion problems typically involve probabilistic sampling 
from multimodal density functions. The ill-posed nature of the problem frequently 
leads to numerous diverse yet probable solutions all of which can satisfy the 
conditions imposed by the data. Two approaches have been explored in the 
project. The first was an analytical solution for the posterior, leveraging a number 
of simplifying assumptions regarding the space of structural geologies considered 
and the suite of geophysical sensors employed (one rock type, linear forward 
models) [9]. The analytic approach (based on Gaussian process regression) 
provides analytical tractability advantages, but its assumptions preclude the  
possibility of both complex geological features and the fusion of several highly 
informative, non-linear datasets such as as seismography and magnetotellurics 
that require numerical simulation of partial differential equations to compute the 
forward relationship fk(g).  

Consequently, a transition to more flexible inference methods has been followed. 
In this case, a prototype inference engine based on Parallel tempering MCMC 
inference has been implemented. This approach is able to use complex forward 
sensor models, and leverage the strong knowledge of geology coded into the 
parameterised priors.  

Creating proposal distributions that enable Markov chains to efficiently traverse 
distributions with isolated modes is nontrivial [4]. The trade-off between a 
sufficiently broad proposal distribution to bridge the regions of low probabilities 
between modes and a tolerable acceptance rate of proposed states is difficult to 
achieve with standard MCMC techniques such as Metropolis Hastings (MH) [1]. 
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Consequently, we employ a meta-algorithm known as parallel tempering [3] to aid 
with convergence. Intuitively, parallel tempering runs multiple chains of an 
arbitrary MH updated MCMC algorithm simultaneously at different ‘sampling 
temperatures’ T = 1 and T >1. We use a modified MH acceptance probability 
function: 

 
where φ(θi) is the unnormalized log probability of the target distribution at state θi 
and θj is the proposed state, provides a mechanism for chains at higher 
temperatures to more easily move between modes due to the relaxed acceptance 
criteria. Lower temperature chains enable more precise local sampling but are 
susceptible to becoming trapped in modes. Consequently, parallel tempering also 
incorporates an interchange procedure whereby two chains at different 
temperatures can swap location in the state space with the probability defined as: 

pswap =  

which satisfies the detailed balance constraint of MCMC. 

	  
Illustrative	  Examples	  	  
 
To demonstrate the potential of obtaining a full posterior distribution of the world 
models given the data, we present an example, as follows. In the example problem, 
the geology function is a 2 x 2 x 2 voxel grid, and for each cell the output of the 
function could be one of three possible rock types: Granite, Sandstone or Basalt.  In 
the example problem, there are two measured characteristics of each of the rock 
types. A “true geology” set up for this example is shown below in Figure 5. 

 
Figure 5 “True state” of the subterranean geology (left) and semi-transparent view (right). 
Key Blue: Granite; Yellow: Sandstone;  Red: Basalt. 
  
The property function in this simple case is a constant for each rock type: 
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 Density Magnetic Susceptibility 
Sandstone 2.5 0 

Granite 2.67 5 
Basalt 2.9 3 

 
A “uniform” prior probability distribution is chosen for the possible world models P(m) 
i.e. every possible configuration of the three rock types in the 2 x 2 x 2 is considered, 
at the outset, to be equally likely. (In reality, a general understanding of the region 
could rule out the majority of these configurations due to their geological 
implausibility, but this example will show how the modeling process can work to do 
this).  Figure 6 below shows the uniform prior distribution P(m): 

 
Figure 6 The prior probability distribution over all possible configurations or rock types and 
positions. The true state ID, unknown to a hypothetical researcher at the start of the 
example, is highlighted by the red dot. 
 
Next, we add a single gravity observation, shown at left in Figure 7. Using the 
expanded Bayes’ rule shown previously, we can then generate a posterior 
distribution, illustrated in the right image below in Figure 7.  

 
Figure 7  A single gravity observation is added, shown at left, and the resulting posterior 
probability distribution over the state IDs is shown at right. 
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The single value measured by the gravity sensor has meant that a large number of 
the possible world models have been deemed to be extremely unlikely. For example, 
the world model where “all 8 cells are basalt” has gone from a reasonable log 
probability of -0. 87 down to a very tiny -8.98 x10^3, because the gravity value in that 
one observation is significantly lower than what would be expected if every cell 
consisted of dense basalt rock.  
 
In turn, other world models have become much more likely. Figure 8 below shows 
the four world models that are deemed most likely to represent “true geology” in light 
of the new information from the gravity sensor. Also included in the representation of 
each plot is the measured gravity for comparison with the predicted gravity that 
would be obtained, given that specific geological configuration, through forward 
modeling of the gravity.  
 

 
Figure 8. Shown are the four most likely states drawn from the posterior distribution, after a 
single gravity observation. 
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Significantly, the world model ID associated with the true state (Figure 5 above) is 
currently not among the “most likely” world models according to the prediction, due to 
noise on the gravity sensor.  Large variation between possible solutions supports the 
suggestion that more observation is necessary to improve our posterior belief. 
 
Accordingly, in the next step in the example, a magnetism observation is added and 
Bayes’ rule is employed once more to determine the updated posterior distribution 
over world models.  
 
The posterior distribution p(m|d) from the previous step becomes the prior 
distribution p(m) in this stage. The updated posterior distribution is illustrated in the 
right image in Figure 9 below. 
 

 
Figure 9 A single magnetism observation is added to the gravity observation previously 
obtained, shown at left, and the resulting updated posterior probability distribution over the 
state IDs is at right. 
 
The addition of the single magnetism observation has reduced the probability of 
many of the world model candidates to almost zero. Only a handful of candidates 
have a probability of greater than 0.05. Figure 10 below shows the new “most likely” 
state, with a probability of 0.57. This world model is the same as the true world 
model.  
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Figure 10. Most likely state after gravity and magnetism observations are combined in 

analysis 
 

However, it is important to note here that the posterior probability distribution still 
provides a probability for all of the considered world models. Below in Figure 11 are 
shown other potential solutions, the most likely of which has a probability of over 0.3, 
more than significant enough to rule out.  Further observations, beyond the two initial 
gravity and magnetism observations, are required to reduce the uncertainty in the 
model. 
  

 
Figure 11. The next four most likely states after single gravity and magnetism observations. 
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Before discussing a method for deciding where new observation should be taken, we 
describe a useful feature that can already be seen in this simple model:  using the full 
posterior distribution over models given the data, it is possible to reason over specific 
questions in a well-grounded and quantifiable manner. For example, we can query 
the distribution for the likely locations of granite. The left image in Figure 12 below 
shows the result of such a query. The granite cells in each world model are weighted 
by their respective model’s probability of occurrence to produce the image below. 
The dark red cell is the most likely to contain granite, i.e. P(Granite) > 0.9.  
 
It is also possible to perform pre-posterior analysis to evaluate how a survey budget 
should be spent, i.e. for a finite sensing budget, what kind of sensor should be used 
for survey and where the survey should be carried out in order to maximise the 
information gained.  
 
In this example analysis, we choose to favour observations that would discriminate 
between the two most likely states. The image on the right in Figure 12 below 
illustrates  preliminary decision support from simple assumptions about the expected 
information gained from a further gravity observation, plotted against the various 
locations on the surface (in a 2D latitude/longitude plot of the surface). The redder 
areas indicate the best locations for further measurement if what is sought is a higher 
degree of discrimination between the most likely states. 
 

 
Figure 12 Probability of each cell containing granite (left) and expected information gained 
from an observation versus 2D location (right). The blue to red colour scale is increasing in 
informativeness.  
 
Here we bring in an important refinement:  while the usefulness of the observation at 
a particular location depends on the most likely world models, it also depends on the 
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co-variances between the various rock properties. Figure 13 below illustrates the 
influence of covariance between rock properties.  
 
In the left image in Figure 13 below, there is an assumption that no covariance exists 
between density and magnetic susceptibility.  In this case, a magnetic measurement 
does not provide additional insight into the region’s density. Consequently, the 
usefulness of a second gravity observation is unaffected by the magnetic 
measurement.  
 
In the right image in Figure 13 below, the rock properties have been altered so that a 
covariance exists between density and susceptibility. Interestingly, the magnetism 
observation partially informs us about the density, and so the usefulness of taking a 
gravity observation at the same location is used. The budget would be better spent 
measuring the gravity in redder regions. 
 

 
Figure 13 A comparison showing the effects of covariance between rock properties. The 
plots show the usefulness of another gravity observation, keyed by colour (red is higher 
usefulness, blue is lower) plotted versus 2D location on the surface. The left image is a 
scenario where the rock property prior indicates no covariance between density and 
magnetic susceptibility. The right image shows a scenario where there is a strong covariance 
between both properties.  
 

Moving	  to	  more	  complex	  examples	  	  
 
In order to scale this algorithm from a simple example to larger datasets and more 
complex world models, it is expected that assumptions need to be made on the 
geological structure prior, P(c), to prevent the algorithm from considering implausible 
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geologies. Additionally, large segments of the algorithm will need to be parallelizable 
so the calculations can be carried out across multiple processing cores at once.  
 
Initially, using Gaussian assumption about the rock properties enabled a number of 
terms in the core equation to be determined analytically by modeling them as 
Gaussian processes, massively decreasing the computational cost of the algorithm.  
Popular tools within the machine learning community for modeling spatial 
phenomena within a non-parametric Bayesian framework comprise Gaussian 
processes, typically employed in a regression setting, but we have developed a 
number of modifications to the core technique to enable us address the inversion 
problem. 
 
Specifically, we observed that the linear properties of several sensor modalities used 
in geological exploration such as gravity meters, magnetometers and density well 
logs permit us to fuse their measurements into a common joint probabilistic 
representation.  
 
We had to develop convolutional techniques to reduce the runtime of inversion 
procedures by orders of magnitude relative to the naive approach, so that larger 
datasets, such as those acquired from the Cooper Basin in South Australia, could be 
processed by the algorithm (for a more detailed description of the Gaussian Process 
Inversion algorithm, please see our Reference [9].) We then tested the initial 
algorithm further on more complex synthetic data, with our focus on gravity and drill 
hole information to infer the subterranean density and field.   
 
A 3-D environment was created that contained bodies of varying density and 
magnetic susceptibility, shown in Figure 14 below left with the bodies color coded 
according to their density anomaly value. The environment was sensed using gravity 
observations that were measured in a grid-like manner and two drill-holes along 
which rock density readings were recorded (Figure 14 below left and right). 

 
Figure 14. Ground truth density anomalies (left). The gravity observations and drill-holes (left 
and right). 
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Using the Gaussian process joint inversion equations described in Reference [9] 
(“Bayesian Joint Inversion for the Exploration of Earth Resources” - Reid, 
O’Callaghan, Bonilla, Rawling and Ramos 2013) it is possible to produce a predictive 
mean function and an associated predictive variance function conditioned on the 
observations.  
 
Figure 15 below illustrates several contours of these 3-D functions. The predictive 
mean does a reasonable job of estimating the rock bodies - albeit slightly smoother 
than the ground truth. This smoothness is due primarily to the stationary covariance 
function employed and averaging characteristics of the mean function. The mean 
squared error of the prediction is 0.0238. 

 
Figure 15. Gaussian process inversion predictive mean (left) and the associated predictive 
variance (right). 

 
The predictive variance behaves in an intuitive manner. The regions close to the 
surface and near the drills holes have a relatively low variance due to the accuracy of 
the sensory data in these regions. The precision of the model’s estimates increases 
significantly further away from these observations. 
 
Figure 16 below left shows a graphical comparison between the ground truth and the 
output of the Gaussian process. Figure 16 right shows the actual observations 
plotted against the predicted observations, which were generated using the 
predictive mean and the forward models for gravity and drill-hole samples. 



Inference Engine	  
	  

Data Fusion & Machine Learning for Geothermal Target Exploration & Characterisation Page 20 
	  

 
Figure 16. Comparison between the ground truth and the Gaussian process prediction (left). 
The actual gravity and drill-hole observations plotted against the predicted observations 
using the respective forward models (right). 
 
It is important to note that the output of the algorithm is a distribution over models 
rather than a single result. Therefore, we can draw samples from this model. 
Examples of these samples are shown below.  
 

 
 
Figure 17. Sample draws from the Gaussian process’s posterior distribution. 
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By the criterion that they explain the observations, each of these examples could 
potentially be the true answer. However, the Gaussian process approach does not 
directly model the geological constraints, and so many of these solutions would be 
considered implausible from an earth science viewpoint.   
 
The following section presents a more sophisticated illustrative example of the 
capabilities of the inference engine. A 3D world model is defined based on prior 
knowledge of the region stratigraphy (Figure 18a, below). Sensors can be defined on 
a 3D, 2D or 1D slice of this model. In this case the inference process is configured 
with one sensor (gravity) on a 2D slice (Figure 18b, below). 

Information from several sensor modalities was generated to condition our method 
on including gravitational and magnetic field measurements, core samples and 
temperature readings from exploratory drill-holes as well as a 1-D seismic survey. 
The MCMC algorithm was then run to collect a large dataset of samples from the 
inversion posterior. As the size of the sample dataset becomes large, the 
distribution of its samples resemble the true Bayesian predictive distribution. Thus it 
is possible to both inspect individual samples from this posterior (Figure 18b), which 
are each explanations of the data of varying probability density, or most importantly 
ask probabilistic questions of the posterior.  

The resulting set of samples can be used to answer several key questions 
typically encountered in geothermal exploration. In this case we ask “What is the 
probability of granite rock type occurring over space?” and can answer this 
question by marginalising (integrating) over all the samples to obtain a “heat map” 
(Figure 18C).  

 

 
 

Figure 18: a) Sample geological stratigraphy drawn from a prior distribution, p(c). The 
colors represent different geological units labelled by the classifier. b) Two dimensional 
slice of the 3D region showing the location of the granite targets resting between a thick 
sedimentary layer and a dense basement layer. c) The result of marginalizing over the 
posterior distribution to produce the probability of granite versus location. d)  receiver 
operator curve measuring the accuracy of the granite classifier. Area under the curve = 
0.7984. 
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In this example, the parallel tempering algorithm used to estimate the posterior 
consisted of 4 chains with temperatures scaled logarithmically from T = 1 to T = 
120. Each chain’s state vector had 18 dimensions which controlled the shape of 
the geological units (parameters of c) and the estimated bulk geophysical 
properties, g. They were allowed to run for 400,000 iterations of which 20,000 
were retained after a burn-in phase of 100,000 samples and a 25:1 sub-sampling 
regime to reduce dependencies between draws. Figure 18C shows the 
probability of granite versus location after marginalizing out all other factors. This 
bears a close resemblance to the ground truth.  The classifying power of this 
prediction has been shown against the truth using an ROC curve in Figure 18D, 
where the large fraction of the graph area below the curve (80%) indicates this is 
a strong probabilistic predictor. 
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